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Workhorse learns whole-body loco-manipulation from human data and controls a Unitree G1 with one egocentric RGB camera and

proprioception. (a) The robot places two boxes by hand and kicks the third into the bottom shelf. The image overlays several instants, and the strip below
shows the kick. (b) The robot catches a thrown box in the air. (c) The robot pushes the 14 kg suitcase to the shelf and topples the suitcase by pressing a
leg against its base. It then steps up 0.39 m onto the suitcase, takes a box from the top shelf, and jumps down.

Abstract— Humanoid robots still struggle to plan contact-
rich whole-body manipulation from egocentric RGB and pro-
prioception. Workhorse learns such manipulation from robot-
free human demonstrations. A visual planner predicts five-link
targets: the poses of the torso, both wrists, and both feet. A
reinforcement-learning whole-body tracker follows them on the
robot. Both policies train separately on the same recorded
human poses, without retargeting. We augment the training
data of each policy to imitate the errors that the other makes
at deployment. On a real Unitree G1, Workhorse sorts boxes
with its hands and a kick, catches a thrown box, and topples and
climbs a suitcase. During box sorting, we show recoveries after
a person pushes the robot or takes the box away. In a simulated
copy of the demonstration room, the system completes box
sorting in 77 % of episodes, and in 64 % under 40 N-s pushes.
With both policies retrained from the same demonstrations, a
simulated second humanoid completes box sorting in 83 % of
episodes without pushes.

I. INTRODUCTION

We want humanoid robots to interact with the world
using whole-body motions, much like humans do. Humans
can squat to lift a box, brace a leg against an object to
push or topple it, and climb onto objects to reach higher
places. Although humanoid robots can execute such whole-
body motions using learned motion trackers [1, 2, 3], these
methods require a whole-body reference trajectory to be
specified. For manipulation tasks, however, no such reference
is available, so the robot must plan its own whole-body
motion to perform the task. Doing so from only egocentric
RGB observations and proprioception is challenging, and
becomes even more difficult when the robot must move
dynamically, respond to changes in the scene, and recover
from unexpected perturbations.

The robot can learn to plan whole-body motions for ma-
nipulation tasks from demonstrations. Teleoperation captures
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Overview of Workhorse. The five links are the torso, the two wrists, and the two feet, drawn in color on a gray body shown for illustration.

At deployment, the visual planner reads egocentric RGB images and the robot’s five-link history, and predicts five-link targets. The whole-body tracker
follows the targets and outputs joint setpoints. Dashed arrows mark training: the same human five-link motion trains both policies. Color marks the source:

M human, M policy, B robot.

demonstrations directly on the robot, but each demonstration
requires both a robot and a skilled operator [4, 5]. Robot-
free rigs instead record human motion without a robot in
the loop [6, 7, 8]. For example, HuMI [6] uses wearable
trackers on the pelvis and feet to capture whole-body motion.
However, in most tasks studied with either approach, the feet
are primarily used for locomotion rather than as active tools
for manipulation. Moreover, these tasks largely remain quasi-
static, with little emphasis on dynamic motion or recovery
from perturbations.

We present Workhorse (Fig. 1), which learns whole-body
loco-manipulation from robot-free human demonstrations. A
visual planner and a whole-body tracker (Fig. 2) commu-
nicate through a shared interface consisting of the poses of
the torso, both wrists, and both feet. Because the interface
specifies task-space poses rather than robot-specific joint
angles, it is naturally embodiment-agnostic. During training,
the poses come directly from human demonstrations, without
requiring retargeting to a robot.

We demonstrate Workhorse on a real Unitree G1 across
three whole-body loco-manipulation tasks: box sorting with
a kick, box catching, and suitcase pushing, toppling, and
climbing. Each task has its own planner and whole-body
tracker. For box sorting, we demonstrate recovery from
perturbations such as a person pushing the robot or removing
the box. In simulation, the same human demonstrations are
used to train both the planner and tracker for a second
humanoid, demonstrating transfer across embodiments.

Our contributions are:

o Robot-free human data collection. We develop a
system with five wearable trackers and a chest-mounted
camera for recording whole-body demonstrations with-
out a robot.

o Visual planner and whole-body tracker. We train
the visual planner and whole-body tracker separately
from the same five link poses extracted from the human
demonstrations, without robot-specific retargeting. Data
augmentation prepares each policy to handle errors from
the other, with the tracker’s reward designed for accurate
wrist tracking and robust foot placement.

¢ Closed-loop evaluation in simulation. We reconstruct
the demonstration environment as a Gaussian splat and
test the complete system in closed loop.

II. RELATED WORK

This section reviews whole-body controllers, recording
devices, and policies learned from human demonstrations,
and each part ends with what Workhorse does differently.

A. Humanoid Whole-Body Controllers

Motion trackers reproduce a whole-body reference mo-
tion [1, 2, 3]. Some tolerate external disturbances [9] or noisy
reference motions [10]. Other controllers accept a sparse or
latent command [11, 12, 13, 14]. The command of all these
controllers is usually a retargeted motion or a teleoperator’s
input, which most of them treat as ground truth. A planner’s
command drifts until the planner sends a new plan, and then
it jumps. We train the whole-body tracker on such commands
(§IV-C.2).

B. Human Data Collection Devices

Marker-based optical capture [15] is precise but expensive.
The pose estimate of inertial sensors worn on the body
drifts [16]. UMI [17] and DexUMI [18] put a device with a
camera in the demonstrator’s hands, and each device recovers
its own pose by odometry. A whole-body version needs five
such devices, including one on each foot. Each device has its
own drift and its own clock, and odometry from a camera on
a foot is poorly conditioned. An exoskeleton measures the
whole body directly [19], but it constrains the demonstrator.
Our rig is lightweight and quick to set up. It reports the
poses of the torso, the wrists, and the feet together, in one
gravity-aligned frame.

C. Humanoid Policies from Human Demonstrations

Teleoperation [4, 5] records the demonstration on the robot
itself, so the data needs no conversion. Its interface can limit
how reactive and how dynamic the demonstration is. Robot-
free rigs record the poses of a few key body parts and RGB
video [6, 7, 8, 20, 21]. To our knowledge, the feet only walk
in the tasks reported with these rigs. Some of these systems
convert the recording into a robot training target by retarget-
ing or inverse kinematics [7]. Other systems retarget human
motion capture or video and train a whole-body controller on
it [22, 23, 24, 25, 26]. Some of them use the feet on objects,
for example to kick a box or a door [23, 24]. Retargeting
is specific to one robot, and it changes the demonstrated
motion. In Workhorse, the five recorded link poses are the
training target of both policies, with no retargeting (§IV-A).
A new humanoid needs five measurements on its body, its
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Fig. 3. Data collection. (a) The rig: one chest camera with a wearable
tracker on its mount, and one wearable tracker on each hand and each
foot. (b) The live preview: the robot posed by real-time inverse kinematics,
the hand error of this solution, and the visibility of each wearable tracker.
(c) Clock synchronization on the three opening claps. The curves are the
clap score of the two wearable trackers on the hands and the camera’s audio
onset, each scaled to unit peak. Dashed lines mark the matched claps.

simulation model, and retraining of both policies from the
same demonstrations (§V-C).

III. HUMAN DATA COLLECTION

Both policies learn directly from the human demonstra-
tions, so their quality limits how well the behavior transfers
to the robot. This section describes the rig (§1II-A), the
recording protocol (§III-B), and the synchronization and
processing (§III-C). The protocol splits each session into
repetitions, and it perturbs only the object, never the demon-
strator.

A. Rig

The rig tracks the hands and the feet, which make the
contacts, and the chest camera, which records what the
demonstrator sees. Five wearable trackers (HTC Vive) sit
on the chest camera mount, the backs of the hands, and the
tops of the shoes (Fig. 3(a)). Four Lighthouse base stations
locate them at 60Hz in a 5m X 5m area, in one gravity-
aligned world frame.

One DJI Osmo Action 4 on the chest records 129° near-
fisheye video at 30frames/s with a rolling shutter. It saves
the video to its own SD card. The robot carries the same
camera, which streams over USB at deployment. The planner
therefore receives images with the same lens distortion and
rolling shutter in training and at deployment. We do not
remove the lens distortion from the images.

B. Recording Protocol

Each session is one continuous recording in which the
demonstrator repeats the task. A T-pose before each repeti-
tion marks where to split the session.

As in HuMI [6], we solve inverse kinematics on the robot
model in real time during recording. A live preview shows
the result and flags a hand that is out of reach, and the

demonstrator then corrects the pose (Fig. 3(b)). The camera
is on the chest, so the demonstrator turns the torso to look
for an object.

Across sessions, we vary the lighting and the object
placement. We also perturb the object during recording to
widen the data coverage. We never perturb the demonstrator,
so every recorded pose is intended motion. One demonstrator
recorded all the data: 2.2h for box sorting, 1.2h for the
suitcase task, and 13 min for box catching.

C. Synchronization and Processing

The camera and the wearable trackers record two streams
on different clocks. To align them, the demonstrator claps
three times at the start of each session. We compute a clap
score from the distance between the two wearable trackers
on the hands and from their velocity. We match its three
peaks to the three clap onsets in the camera audio, which
gives the clock offset (Fig. 3(c)). The match minimizes the
difference between the clap intervals of the two streams.
After synchronization, the two streams disagree by 5.5 ms.
We resample the wearable-tracker poses from 60Hz to
50Hz, the rate of the whole-body tracker. We interpolate
the samples that a wearable tracker misses when it briefly
loses sight of the base stations. Images stay at 30 frames/s,
and we select them by timestamp.

After processing, each session holds the five wearable-
tracker poses at S0 Hz in one world frame and the video on
the same clock.

IV. HUMANOID SKILL TRANSFER

This section turns the human demonstrations into two
policies and runs them on the robot (Fig. 2). Both policies
share one interface, the recorded poses of five links (§IV-A).
The visual planner trains on images edited to show the robot
and on histories with added drift (§IV-B). The whole-body
tracker trains on commands that drift and jump as they do
at deployment (§IV-C). At deployment, timestamps align the
two policies, which run at different rates and with different
delays (§IV-D).

A. Human Motion as Interface

The interface is the poses of five links: the torso, the two
wrists, and the two feet. It contains no joint angles, and it is
the recorded human motion itself. If the whole-body tracker
follows it exactly, the robot reproduces the demonstrated
motion, and its camera follows the demonstrator’s camera
trajectory.

1) From Human Motion to Five-Link Targets: We index
the five links by b. Throughout, XTy is the pose of frame Y
expressed in frame X. The wearable tracker for link b reports
the pose "V Tk, (t) of its own frame K in a fixed world
frame W. For each link we choose an alignment frame Ajp.
It is at the camera for the torso, at the palm center for each
wrist, and at the sole center for each foot. We measure two
constant poses of Ay: Ky 4, 1n the wearable tracker frame
Ky, and L”TAb in the robot’s link frame L;. We call L”TAb
the mount of link b, because it fixes where the alignment



Fig. 4. One interface, two embodiments. For illustration, we pose each
robot at the same five-link targets by inverse kinematics and draw it over
the demonstrator. (a) Unitree G1, and (b) Unitree H2.

frame sits on the robot’s link. The robot’s alignment frame
has to reach the pose that the demonstrator’s alignment frame
had, which gives the link target

W, () = W, (1) 0T a, (2 Ta,) " (1)

The target is therefore the recorded pose moved by a fixed
rigid offset, with no retargeting. The planner predicts these
five poses as the five-link targets, and the whole-body tracker
receives them as the five-link command.

We never scale the human motion, so the robot has to
reach the exact recorded poses. A robot whose body is
closer to the human body reaches them more easily (Fig. 4).
The five mounts are the only robot-specific quantities of
the interface. For a second humanoid, we measure these
mounts and replace the robot model in the simulator and
in the renderer. We then retrain both policies from the same
demonstrations (§V-C). The tracker controls a new body, and
the planner sees this body in its images and predicts five-link
targets that depend on the mounts.

2) Torso Frames: Both policies use the five link poses in
a torso frame, so the poses do not depend on where the robot
stands or faces. The two policies use different torso frames.
The planner predicts a chunk, a sequence of five-link targets
that starts at its observation time %, in the torso frame of ¢.
The whole-body tracker needs the next 0.2s of this chunk
in the torso frame of its control step ¢. To change the frame
from %y to ¢, we only need the torso’s motion between the
two times. The onboard state estimator gives this motion,
so the robot needs no external tracking. The estimator is a
Kalman filter that fuses the contact kinematics of the legs
with the measured acceleration. The planner replans at 5 Hz,
so t — tp stays short, but the estimate still drifts. We train
the whole-body tracker on this drift (§IV-C.2).

B. Visual Planner

The planner maps egocentric images and a five-link history
to five-link targets. On the robot, its input differs from the
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Fig. 5. Image editing and augmentation for the planner. (a) Person-
to-robot edit. (b) Photometric augmentation: brightness, lighting gradient,
and contrast. (c) Image warp of the drift augmentation for three camera
displacements. Each inset shows the camera before (gray) and after (orange)
the displacement.

demonstrations in two ways. The recorded images show a
person, but the robot’s camera sees the robot’s own body.
The recorded history is clean, but the history on the robot
is drifted: it contains the tracking error of the whole-body
tracker and the effect of pushes. The second difference grows
in closed loop: the tracker follows a chunk predicted from
a drifted history less well, and the next history drifts more.
We therefore edit the recorded images so that they show the
robot (§IV-B.2), and we add drift to the recorded histories
(8IV-B.3).

1) Observation, Output, and Architecture: The planner
reads an image history and the five-link history, which both
end at tg, the capture time of the newest image. The image
history has four images, 0.24 s apart. The five-link history
has nine samples of the five link poses, 0.12s apart, in the
torso frame of ¢y. Each pose, in the history and in the chunk,
is a position and a 6D rotation, the first two columns of the
rotation matrix. Poses in the torso frame do not show how
the torso tilts or how high it is. Each sample of the five-
link history therefore also includes the gravity direction in
its own torso frame, which we call projected gravity. Each
sample also includes the torso height in the world frame.
The planner outputs a chunk of 58 actions, and each action
holds the five-link targets of one time step. The actions are
At = 0.02s apart, so the chunk spans 1.16s.

The planner is a flow-matching policy [27, 28] with a
diffusion transformer backbone [29]. A ResNet-18 trained
from scratch encodes each image into one token, and each
sample of the five-link history gives one token. The backbone
reads these tokens through cross-attention. Inference takes 10
Euler steps.

2) Person-to-Robot Image Edit: We edit the recorded
images once, offline (Fig. 5(a)). SAM 3 [30] segments the
person and the carried object, and LaMa [31] inpaints the
person’s pixels. MoGe-2 [32] estimates the metric depth of
the inpainted background, and we calibrate its scale against
the floor plane. MuJoCo renders the robot in the IK pose of
§IV-C.1, seen from the recorded camera pose. We paint the
robot over every pixel whose depth lies behind it.
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Fig. 6. Augmentation of each policy’s input, drawn for one pose coordinate
over time. The demo curve is the demonstrated motion. (a) Planner input
at its observation time to. The drifted history is the demonstrated five-
link history displaced by a random walk that starts at {p and runs back in
time. The chunk, the planner’s training target, stays the clean demonstration.
(b) Tracker command at its control step ¢. The drifted command is the
demonstrated command plus a drift that restarts from zero at each replan
(dotted lines), when the planner sends a new chunk. Blue dots mark the
command window: the six samples over the next 0.2 s that the tracker reads
at step t, a short part of the 1.16s chunk.

3) Planner Augmentation: At each history time, the drift
augmentation moves the five links as one rigid body, by
a rigid motion in the world frame. Along the history, this
motion follows a random walk: it is the identity at ¢y and
accumulates random steps toward older times. The steps are
larger when the torso moves more over the history. The
motion also tilts the torso, so projected gravity and the torso
height follow it. Each wrist and each foot also follows a
smaller random walk of its own. The chunk stays clean
(Fig. 6(a)).

The camera is fixed to the torso, so the rigid motion also
moves the camera. The camera motion is the camera pose
after the drift, expressed in the camera frame before the drift.
We warp each image of the history by the camera motion
at its own time (Fig. 5(c)). To first order, the interaction
matrix [33] maps the camera motion to a 2D shift of each
pixel. This shift also depends on the metric depth of the
pixel, which comes from §IV-B.2. Each pixel of the warped
image copies the original image at the pixel’s position minus
its shift. The background of the images therefore moves
consistently with the five-link history.

Each training sample also receives one random change of
brightness, contrast, and lighting gradient, shared by its four
images (Fig. 5(b)). We also mask samples and links of the
five-link history at random, so the planner has to use the
images.

C. Whole-Body Tracker

The whole-body tracker turns the five-link command into
joint setpoints. It has to reach the commanded wrist poses
and keep the robot balanced when the command drifts or a
person pushes the robot. It is a reinforcement-learning policy
that builds on the motion tracker of BeyondMimic [1].

The five-link command holds six samples of the chunk,
0.04 s apart, from the current time ¢ to t4-0.2s. It is expressed
in the robot’s current torso frame, so the torso pose of its first

TABLE I
REWARD KERNELS OF THE WHOLE-BODY TRACKER.

Kernel Frame Width o

Style [1]

Pelvis attitude world 0.4rad

Link pose, all 14 pelvis zy, yaw 0.3 m, 0.4rad
Link velocity, all 14 world 1m/s, 3.14rad/s
Task

Torso, wide world 0.3m, 0.4rad
Torso, narrow world 0.06 m, 0.15rad
Wrists world 0.06m, 0.15rad
Feet torso 0.06m, 0.1rad
Swing-foot clearance, 10cm  height 0.035m

sample is the current torso tracking error. The observation is
the current proprioception only: the angular velocity from the
inertial measurement unit, the joint positions and velocities,
and the previous joint setpoints.

1) Reward: Five links do not determine the rest of the
body, so the reward needs a whole-body pose. Before train-
ing, an inverse-kinematics (IK) solve places the robot on the
recorded five-link targets, with every stance foot flat on the
floor. This solve is plain IK and not retargeting: it does not
scale the motion, and its solution need not be consistent over
time. The joints can even flip between two time steps. We
accept this because the IK pose serves only the style reward,
the start state of each episode, and the image edit of §IV-B.2.

The reward is a sum of Gaussian kernels with unit weight
(Table 1), minus penalties on the rate of the joint setpoints
and on joint-limit violations. The style reward follows Be-
yondMimic: it scores all 14 links of the IK pose and keeps
the motion natural. The task reward scores the torso and the
wrists in the world frame, so the wrists reach the commanded
poses. It scores the feet in the torso frame, so the robot can
step where it needs to for balance. A clearance kernel rewards
10cm of ankle height whenever the recorded foot swings.

2) Command Augmentation: At deployment, the com-
mand comes from a chunk, moved into the current torso
frame with the onboard state estimate (§IV-A.2). Until the
planner replans, the command drifts with the errors of the
state estimate, the planner, and the tracker. The new chunk
comes from a new image, so the command jumps back at
the replan. Training reproduces this drift and jump on the
recorded trajectory (Fig. 6(b)). In training, a replan occurs
at a random interval of 0.2s to 1s. Between two replans,
one rigid drift of the five-link command grows linearly from
zero. It reaches at most 10 cm of horizontal shift and 10° of
yaw about the recorded torso. Each sample of the command
carries the drift extrapolated to its own time. We compute
the reward against the drifted command, because the tracker
cannot separate drift from intended motion. The planner
corrects the resulting error at its next replan.

3) Training: Each episode starts from the IK pose with
a random perturbation, at a demonstration time drawn by
the adaptive sampler of BeyondMimic. We randomize mass,
friction, encoder bias, and sole geometry. While the demon-
strator holds a box in the demonstration, a spring replaces the
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Fig. 7. Timestamps at deployment. Both histories end at to, the capture

time of the newest image. Hollow dots are actions that are already past
when the chunk arrives.

box in simulation. It can only push the wrists apart, with up
to 40 N. For the suitcase task, the simulation contains a model
of the suitcase, because the demonstrations hold no contact
wrench to apply in its place. Following SuperMimic [34], we
optimize the whole-body tracker through a learned model
of the simulator. This model is a dynamics network fit to
transitions simulated in mjlab [35]. We train an actor and
a critic on rollouts that this network predicts. We train one
tracker for each robot and each task, with no real-robot data.

D. Deployment

The planner replans at 5 Hz, and the tracker runs at 50 Hz.
The camera and the state estimator deliver their values with
different delays, and the inference adds its own. Following
UMI [17], we measure each sensor delay once and stamp
every value with the time that it describes (Fig. 7). Action k
of a chunk, counted from zero, has the timestamp to + kAt.
When a chunk arrives, its first actions are already in the
past, and the tracker skips them. At every control step {,
the tracker interpolates the chunk at the six sample times
of its command. It uses linear interpolation in position and
spherical linear interpolation in rotation. It then moves the
result into the torso frame of ¢ (§IV-A.2).

The planner infers consecutive chunks independently, so
they can disagree where they overlap. We move the overlap-
ping actions of the previous chunk into the torso frame of
the new ty. Following real-time chunking [36], we inpaint
them into the new chunk during the flow integration, so the
new chunk continues the previous one. With the timestamps
and the inpainted overlap, the planner can run slower than
the tracker and deliver its chunks late.

Together, the shared interface, the image edit, the two
augmentations, and the timestamps let two separately trained
policies run as one system.

V. SYSTEM EVALUATION

On a real Unitree GI1, three tasks demonstrate long-
horizon, contact-rich, and reactive loco-manipulation, and
box sorting shows recovery from perturbations (§V-A). In
simulation, we ablate the design choices (§V-B) and retrain
both policies for a second humanoid from the same demon-
strations (§V-C).

TABLE I
ABLATION ON BOX SORTING IN THE RECONSTRUCTED ROOM.

Without pushes With pushes
>1 >2 Success Fall >1 >2 Success Fall

Ours (full system) 91 84 77 1 86 68 64 15
Joint command [7] 73 58 54 1 86 50 42 4
Link-local action frame 34 9 5 77 21 5 4 91
w/o projected gravity 24 5 1 97 13 2 1 99

w/o planner augmentation 36 25 20 79 7 1 0 95
w/o command augmentation 93 77 76 4 98 67 52 23

Entries are percentages of 100 simulated episodes. >1 and >2: at least one
and at least two boxes placed. Success: all three boxes placed within 120s
with no fall. Bold marks the best value in each column.

A. Whole-Body Capability

On the real Unitree G1, the whole-body tracker runs
onboard and the planner runs on an external laptop (§IV-D).
The robot uses no external tracking, and the planner reads
the five-link history from the robot’s own proprioception. The
real-robot experiments demonstrate capability, and we report
success rates only in simulation (§V-B). The three tasks share
the interface, the training procedure, and the deployment
software. Each task has its own planner and tracker, both
trained on that task’s data.

Box sorting. The robot walks to a box, squats, grasps it
with both hands, and carries it to the shelf (Fig. 1(a)). It
places two boxes on the upper shelf this way, straightens
them, and kicks the third box into the bottom shelf. One
episode handles the three boxes one after another without a
reset.

A person pushes and kicks the robot during the task
(Fig. 8). In each kick and push shown, the whole-body
tracker keeps the robot on its feet, and the planner continues
the task. When a person takes the box away, the planner sees
this in the images, and the robot reaches again or walks to the
nearest box. The demonstrations contain perturbed objects
but no push on the demonstrator (§III-B), so none shows a
recovery from a push.

Box catching. The robot catches a thrown box in the air
with both hands and sets it down (Fig. 1(b)). The thrower
sets the timing and the trajectory, so the robot has to react
to both. The flight shown lasts about 0.56s.

Suitcase pushing, toppling, and climbing. The robot pushes
a 14 kg rolling suitcase to the shelf with its hands. It topples
the suitcase flat with its hands and one leg, which it presses
against the base. It steps up 0.39 m onto the suitcase, takes
a box from the top shelf, and jumps down (Fig. 1(c)).

B. Ablation

Reconstructed room. We run the simulated experiments in
the reconstructed room, a simulated copy of the demonstra-
tion room (Fig. 9(a)). We scan the room with Polycam into a
Gaussian splat [37] and render it in mjlab as the background.
Prior work joins such reconstructions to a physics engine to
evaluate manipulation policies [38, 39] and to generate train-
ing data [38, 40]. MuJoCo simulates the robot and the boxes,



Fig. 8. Recovery from perturbations during box sorting on the real G1, in one continuous run. Each row shows eight frames at equal time intervals, from
0.34s to 0.61 s depending on the row. A person applies each perturbation by hand, with a kick, or with a stick. (a) Carried box pushed out of the arms.
(b) Kick to the torso; the robot takes several steps and walks to the nearest box. (c) Box pulled away during the reach, then a kick; the robot stays on its
feet and reaches again. (d) Hard push on the torso while walking; the robot steps back and keeps walking. (e¢) Box taken from the hands and thrown; the
robot turns toward where it landed. (f) Press on the back during the squat; the robot completes the lift.
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Fig. 9. Evaluation in the reconstructed room, a simulated copy of the
demonstration room with a Gaussian-splat background. (a) G1 and (b) H2
on box sorting. (c) Egocentric images that the planner receives in simulation.

and we render them over the background with the intrinsics
and resolution of the chest camera. The planner therefore
receives the same kind of egocentric image in simulation as
on the real robot (Fig. 9(c)). A gap in appearance remains,
and we reduce it by collecting about 15 % of the planner’s
training data in the reconstructed room. Only the simulated
evaluation needs this part of the data.

Protocol. We compare the full system with five variants
on box sorting (Table II). All variants share the training
data, the optimizer, and the schedule, and only the named
component changes. Each system runs 100 episodes without
pushes and 100 with pushes. Between episodes, only the
poses of the three boxes and the robot’s start pose change.
Appearance, lighting, friction, and mass stay fixed. A push
is an impulse of 40N:s on the pelvis in a random direction:

40N for 1s, every 5s to 10s. The full system succeeds in
77 % of episodes without pushes and in 64 % with pushes.
With 100 episodes, the 95 % binomial interval of a rate near
77 % is about +8 points.

Joint command. This variant gives the whole-body tracker
a joint command in place of the five-link command. An on-
line inverse-kinematics solver computes the 29 joint positions
from the five-link targets, as BifrostUMI [7] does with its
retargeting module. Success drops to 54 % without pushes
and to 42 % with pushes. With pushes, the robot falls in
4% of episodes, against 15 % for the full system. A joint
command is always reachable, which may explain the fewer
falls. The online solver is imperfect and can hit a singularity,
which may explain the lower success.

Link-local action frame. This variant expresses the target
of each link relative to the current pose of the same link.
Success drops to 5 % without pushes and to 4 % with pushes,
and the robot falls in most episodes. In the shared torso
frame of the full system, the five poses show the body shape
directly. The planner then likely learns the targets more easily
and sends fewer out-of-distribution chunks to the whole-body
tracker.

Without projected gravity. This variant removes projected
gravity and the torso height from the five-link history
(§IV-B.1). Success drops to 1 %, and the robot falls in almost
every episode. The planner then has to estimate the torso’s
tilt and height from the images.

Without planner augmentation. This variant removes all
planner augmentation of §1V-B.3, so it does not separate the
effects of its parts. Success drops to 20 % without pushes and



to 0 % with pushes, and the robot falls in most episodes. The
drift augmentation likely teaches the planner to recover when
the whole-body tracker does not follow a chunk exactly.

Without command augmentation. This variant removes the
command augmentation of the whole-body tracker (§1V-C.2).
Without pushes, success is 76 %, against 77 % for the full
system. With pushes, success drops from 64 % to 52 %, and
falls rise from 15% to 23 %. The command augmentation
therefore appears to matter mainly with pushes. A push
leaves the chunk far from the robot’s state. A whole-body
tracker trained only on clean commands then receives a
command outside its training distribution.

C. Cross-Embodiment

In simulation, we retrain both policies for the Unitree
H2 from the same demonstrations, with no new recording
(§IV-A.1, Fig. 9(b)). The H2 planner trains on images
rendered in the reconstructed room, while the simulated H2
replays the demonstrations. The H2 is a full-size humanoid,
closer to the demonstrator in size and proportion than the
G1 (Fig. 4). Without pushes, the H2 completes box sorting
in 83 % of 100 episodes, and the G1 in 77 %. The difference
is within the 95 % interval of about £8 points (§V-B).

D. Summary

On the real G1, Workhorse performs the three tasks and
recovers from the perturbations of Fig. 8. In simulation, no
variant succeeds more often than the full system, and the
joint-command variant falls less often with pushes. With
the link-local action frame, or without projected gravity
or planner augmentation, the robot falls in most episodes.
The command augmentation appears to matter mainly with
pushes. Without the augmentations, errors that the policies
did not see in training likely grow over the long task and with
pushes. The same demonstrations also train both policies for
a second humanoid in simulation.

VI. LIMITATIONS AND FUTURE WORK

Scope of the results. Each task has its own planner and its
own whole-body tracker. One demonstrator recorded all the
data in one room. All tests take place in that room or in the
reconstructed room. The real-robot experiments demonstrate
capability. Success rates come from simulation only. Under
40 N-s pushes, the full system falls in 15 % of the simulated
episodes.

Real-world deployment on the H2. The H2 result is in
simulation (§V-C). Running the retrained policies on the real
H2 is the next step.

A richer interface. The five links do not describe the
fingers or the head. Future work could add the state of a
gripper or a dexterous hand to the interface. It could also
add a neck that carries the camera, so the robot can choose
where it looks.

Recording outside one room. The Lighthouse base stations
limit data collection to one room. A pose estimate without
base stations would let us record in other places and test the
robot there.
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